Question Code: DB
Fall 2003
 Page 1 of 2

Database Course Questions

The following Data Definition Language describes a database that is referred to in each of the questions below.  This is a database for a company that operates bulk cargo steamships.  A ship on a voyage for this company goes from port to port in a defined but modifiable sequence. At each port it may buy or sell bulk cargo.  So on one voyage it may collect coal from customers at three ports and sell it to customers at two; and buy corn from customers at one port and sell it to customers at another. 

Create Table Distance(
Port1 varchar(30),

Port2 varchar(30),

Mileage integer,

Days Number,

Primary Key (Port1,Port2));

Create Table Voyage (

VoyageID integer,

ShipID integer,

StartingDate date,

Captain varchar(30),

Primary Key (VoyageID));

Create Table VoyageSegment(

VoyageID integer,

SegmentNum integer,

StartPort varchar(30) 

   not null,

EndPort varchar(30)

   not null,

Primary Key (VoyageID,   

   SegmentNum),

Foreign Key (StartPort, 

   EndPort)References 

   Distance(Port1,Port2));

Create Table Customer(

CustomerID integer,

Cname varchar(30) not null,

Caddr varchar(30) not null,

Port varchar(30) not null,

Primary Key (CustomerID));

Create Table Cargo (

CargoName varchar(30),

Density integer,

Primary Key (CargoName));


Create Table DealsIn (

CustomerID integer,

CargoName varchar(30),

Primary Key (CustomerID,  

   CargoName),

Foreign Key (CustomerID)

   References Customer 

   (CustomerID),

Foreign Key (CargoName)

   References Cargo 

   (CargoName));

Create Table Transaction (

TransNum intgeger,

VoyageID integer,

SegmentNum integer,

CargoName varchar(30),

Weight integer,

Action varchar(6),

CustomerID integer,

Primary Key (TransNum),

Foreign Key(VoyageID, 

   SegmentNum)References 

   VoyageSegment(VoyageID,  

   SegmentNum),

Foreign Key(CustomerID, 

   CargoName)References 

   DealsIn(CustomerID, 

   CargoName),

Check Action in (’Load’, 

   ’Unload’));

In this database the VoyageSegments for each Voyage are numbered sequentially [1,2,3,…].  Every transaction references a VoyageSegment.  For a Transaction whose type is ‘Load’ (meaning the customer is selling the cargo to the company) the loading occurs at the port identified in the StartPort field.  For a transaction whose type is ‘unload’ (the customer is buying), the port where unloading occurs is the one in the EndPort field.

Question 1 Draw an entity-relationship diagram that represents the DDL above.  Be sure to include cardinality ratios and participation constraints.  You may use either M:N notation or (min,max) notation but not both.

Question 2.A. Write SQL  statements to accomplish the following actions.  Before writing the SQL for each answer, you are required to provide an explanation.  The explanation should identify three things: 1) the logic implemented by your SQL, 2) any problems in the structure of the database or the nature of SQL that make  it difficult to design the SQL answer, and 3) any assumptions you make in designing your answer.  You are expected to keep your assumptions to a minimum.

i. Calculate the expected total mileage and expected total time for the voyage begun by Captain Cook on October 4, 1772.


ii. Calculate the total amount of corn expected to be left on board the ship at the end of  voyage with voyageID 3758.  This total may be negative because 3758 has not yet been completed and its plans may be changed as indicated in the next question.


Before proceeding be sure that you included the 3-part explanations required for each of the SQL queries.

Question 2.B. Voyage 3758 was originally scheduled to travel from New York to Norfolk in one of its voyage segments.  (There are other segments before the ship arrives in New York and after the ship leaves Norfolk.) However a good customer (customerID 303) will be accommodated.  The customer will load 25 tons of corn in Baltimore which was not originally on any of the voyage segments.  So the company has told the captain to change plans and travel from New York to Baltimore and then from Baltimore to Norfolk.  Write an algorithm in pseudocode to update the database appropriately in all respects.  Ensure that the logic of your algorithm is clear by adding comments in English.  To make this task easier, you may suggest changes to the DDL.  The changes however may not add or remove fields or tables or change the type of any of the fields in the database.


Question 3.  Customer records from the database in the previous question are 100 bytes long on the disk and are stored in 10 disk blocks.  Transaction records are 50 bytes long and are stored in 25 disk blocks.  No blocks contain both customer and transaction records and the records are not physically ordered on customerID.  The database optimizer has decided to join the two tables using the nested loop method.  In the following questions ignore the need to store the results of the join somewhere.


i. Assume there are 50 buffers available, each the size of one disk block.  How many disk reads are required to join Transaction and Customer on customerID? Explain.


ii. Now assume there are only 2 buffers available.  How many disk reads are required?  Explain.

iii. Now assume that both files are physically ordered on customerID and that the optimizer can choose another method for the join.  How would another method improve upon the number of disk reads required in case i? Case ii?  Explain.
