
Emergence as a General Architecture

for Distributed Autonomic Computing

Tom De Wolf
Tom Holvoet

Report CW384, January 2004

n Katholieke Universiteit Leuven
Department of Computer Science

Celestijnenlaan 200A – B-3001 Heverlee (Belgium)



Emergence as a General Architecture

for Distributed Autonomic Computing

Tom De Wolf
Tom Holvoet

Report CW384, January 2004

Department of Computer Science, K.U.Leuven

Abstract

Today’s systems are becoming more and more complex, i.e. dis-
tributed, situated, open, and dynamic. Autonomic computing aims
to deal with the complexity autonomously. Hence, distributed auto-
nomic computing systems tend to consist out of autonomous entities
because of the increased distribution. This increased complexity and
autonomy makes it difficult to build systems with a global coherent
behaviour as a huge number of entities are expected to cooperate.
There are signs of a future for emergence in multi-agent systems as
a general architecture for the individual entities and the distributed
autonomic computing system as a whole. Understanding and ex-
ploiting the process of emergence is key to study and engineer global
coherent behaviour, and thus key to develop and manage distributed
autonomic computing systems efficiently. As a consequence, there is
a need for fundamental scientific methods to gain those insights and
control tomorrows emergent autonomic computing systems. Chaotic
time series analysis is one scientific method that can provide those
fundamental insights.
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Abstract

Today’s systems are becoming more and more complex,
i.e. distributed, situated, open, and dynamic. Autonomic
computing aims to deal with the complexity autonomously.
Hence, distributed autonomic computing systems tend to
consist out of autonomous entities because of the increased
distribution. This increased complexity and autonomy
makes it difficult to build systems with a global coherent be-
haviour as a huge number of entities are expected to cooper-
ate. There are signs of a future for emergence in multi-agent
systems as a general architecture for the individual entities
and the distributed autonomic computing system as a whole.
Understanding and exploiting the process of emergence is
key to study and engineer global coherent behaviour, and
thus key to develop and manage distributed autonomic com-
puting systems efficiently. As a consequence, there is a need
for fundamental scientific methods to gain those insights
and control tomorrows emergent autonomic computing sys-
tems. Chaotic time series analysis is one scientific method
that can provide those fundamental insights.

1. Introduction

An important fact is that current systems are becoming
more and more complex, i.e. distributed, open, dynamic
and a high degree of locality. Examples are telecommu-
nication networks, flexible manufacturing networks, urban
traffic networks, economic systems such as a supply chain,
and simulation of ecological systems.

On top of that evolution, we want to build more and more
autonomic computing systems. The paradigm ofautonomic
computingaims to design and build computing systems cap-
able of adjusting to varying circumstances by taking the
initiative to decide and do things themselves. Autonomic
computing systems need to anticipate needs autonomously.
The real complexity is hidden from the user. In the auto-
nomic computing perspective this is described by the goal to

achieve the self-X principles (see [10]). Users can concen-
trate onwhat they want to accomplish rather that figure out
howto manipulate the computing systems to get the wanted
behaviour.

The increase in distribution, openness, situatedness and
dynamics means that systems need to handle more and
more complexity on their own. Also, making increasingly
distributed systems autonomous implies using individual
autonomous entities inside the system. The ultimate chal-
lenge is to find approaches that can help us understand the
dynamics and mechanisms that can control the global be-
haviour of these distributed autonomic computing systems.
This paper describesemergencein multi-agent systems as a
promising approach that matches this profile.

To use emergence as a general architecture for dis-
tributed autonomic systems it is important to understand
how emergence works and which mechanisms enable emer-
gence. This understanding is key to conquer the difficulties
with building emergent systems.Fundamental scienceis
essential to gain insights about emergence. In this paper
we propose chaotic time series analysis as one scientific
method that can provide some of those fundamental in-
sights.

In the next section, we describe what emergence is.
Then, in section 3, we state why emergence is important
in relation to distributed autonomic computing. In section
4, the need for fundamental science towards understanding
and controlling emergent systems is described and as an ex-
ample the use of chaotic time series analysis is given. The
paper ends with a conclusion and some future work.

2. Defining Emergence

There is a lot of confusion in literature about the exact
definition of emergence [8, 2, 4, 5, 6, 15, 16, 18]. There-
fore, without stating that the following definition is the only
correct definition of emergence, we use it as our working
definition:



“Emergence is a dynamic nonlinear process
that leads to emergents (properties, behaviour,
structure, patterns, ...) at the macro-level of a
system from the (inter)action of the parts at the
micro-level. Such emergents are novel, i.e. they
can not be readily understood by taking the sys-
tem apart and looking at the parts (= reduction-
ism). They can however be studied by looking at
each of the parts in the context of the system as a
whole”

The ‘level’ mentioned in the definition refers to certain
points of view to look at the system. The macro-level con-
siders the system as a whole and the micro-level considers
the system from the point of view of the individual entities
that make up the system.

We give a simple example from biology to clarify this,
an ant colony. At the micro-level each ant observes its local
environment and performs local actions accordingly. The
macro-level is looking at the system as a whole. Thus, for
example, path formation with pheromones is an emergent
that is situated at the macro-level of the system. When we
look at a single ant, it has no clue about the existence of
paths at all.

Some important characteristics of emergence are the fol-
lowing:

• Micro-macro effect [8, 2, 4, 5, 6, 15, 16, 18]:this is
the most important characteristic and is mentioned ex-
plicitly in most definitions of emergence in literature,
it was explained above.

• Radical novelty [2, 5, 4, 1]: this refers to the non-
reductionism to the individual entities. The global be-
haviour is novel w.r.t. the individual behaviours at the
micro-level.

• Coherence [4, 16, 15]:emergents appear as integrated
wholes that tend to maintain some sense of identity
over time (i.e. a persistent pattern). Coherence spans
and correlates the separate lower level components into
a higher level unity.

• Dynamical [4, 6]: emergents arise as a complex sys-
tem evolves in time. Emergent behaviour is also very
dynamic because at the micro-level there must be a
constant dynamic to maintain the global behaviour.

• Nonlinearity [4, 6]: emergence requires the “small
cause, large effect” principle and has an intense focus
on nonlinear interactivity. It is this nonlinearity that
makes it possible to get those secondary effects at the
macro-level that we call emergents.

• Distributed Control [15, 6]: you control the action of
the parts, not the whole.

• Interacting parts [15]: the parts must be interacting -
parallelism is not enough. Without interactions, inter-
esting macro-level behaviours will never arise.

• Robustness and Flexibility [15, 6]:emergents are re-
latively insensitive to perturbations or errors, and have
a strong capacity to restore themselves. Increasing
damage will decrease performance, but the degrada-
tion will be ‘graceful’.

These characteristics are very relevant in distributed
autonomic computing systems. We elaborate on this in the
next section.

3. The Importance of Emergence

Several characteristics distinguish distributed autonomic
computing systems from ‘traditional’ ones. Examples in
different areas show that these characteristics influence
many application domains. In [25] this is described as a sign
for a revolutionary shift of paradigm, and likely to change
our very attitudes in software systems modelling and engin-
eering. In what follows, we describe those distinguishing
characteristics and relate them to the concept of emergence
in multi-agent systems that was described in the previous
section.

3.1. Characteristics of Distributed Autonomic Com-
puting systems

In this section we describe characteristics (partially in-
spired by [25]) of distributed autonomic computing systems
that will become even stronger when we evolve to com-
pletely distributed and completely autonomic systems.

• Distribution: systems become more and more distrib-
uted. This includes physical distribution, due to the
invasion of networks in every system, and logical dis-
tribution, because there is more and more interaction
between applications on a single system and between
entities inside a single application.

• Situatedness: systems become more and more situ-
ated: there is an explicit notion of the environment in
which the system and entities of the system exist and
execute, environmental characteristics affect their exe-
cution, and they often explicitly interact with that en-
vironment. Such an (execution) environment becomes
a primary abstraction that can have its own dynamics,
independent of the intrinsic dynamics of the system
and its entities. As a consequence, we must be able to
cope with uncertainty and unpredictability when build-
ing systems that interact with their environment. This
situatedness often implies that only local information



is available for the entities in the system or the system
itself as part of a group of systems.

• Openness:being situated in an environment, perceiv-
ing it, and being affected by it intrinsically implies a
fuzzy boundary between the system and its environ-
ment. The system is no longer isolated, but becomes a
permeable subsystem, whose boundaries permit recip-
rocal side-effects that are often extreme and complex.

This openness also results in structural dynamics, i.e.
dynamic changes in system structure (systems or entit-
ies in a system can move between environments, inter-
action channels change constantly and thus interacting
with the same entity is unlikely,...). This structural dy-
namics makes it even harder to understand and control
the overall behaviour of a group of systems or a single
system.

• Locality in control: the ‘flow of control’ concept has
always been one of the key concepts of computer sci-
ence and software engineering, at all levels, from the
hardware level up to the high-level design of applica-
tions. However, when software systems and compon-
ents live and interact in an open world, the concept of
global flow of control becomes meaningless.

Independent software systems have their own
autonomous flows of control, and their mutual in-
teractions do not imply any join of these flows. The
concept of ‘global execution control’ disappears. This
trend is made stronger by the fact that not only do
independent systems have their own flow of control,
but also different entities in a system have their own
flow of control.

• Locality in interaction: when we have a physical en-
vironment, locality of interactions is automatically en-
forced by physical laws. In a logical environment, if
we want to minimise the conceptual and management
complexity we must also favour modelling the system
in local terms and limiting the effect of a single entity
on the environment. Locality in interaction is a strong
requirement when the number of entities in a system
increases, or as the dimension of the distribution scale
increases.

In any case, tracking and controlling concurrent and
autonomously initiated interactions is much more dif-
ficult than in object-oriented and component-based ap-
plications, even if these interactions are strictly local.
The reason for this is that autonomously initiated in-
teractions imply that we can not know what kind of
interaction is done and we have no clue about when a
(specific) interaction is initiated.

• Dynamic: as pointed out a number of times in the pre-
vious characteristics, systems are becoming more and
more dynamic in a number of aspects such as dynam-
ics from the environment, structural dynamics, huge
interaction dynamics and from a software engineering
perspective the rapidly changing requirements for the
system. For example, in manufacturing systems, the
competitive pressures are reducing product life times
and thus forcing systems to change frequently. Also,
machine failures and upgrades force the system to ad-
apt to these changes. In such a situation, the system
needs to be very flexible and dynamic.

• Autonomy: as a direct consequence of the autonomic
computing perspective, systems need to incorporate
more and more autonomy to eventually reach the goal
of handling all complexity autonomously.

• Need for global behaviour: the characteristics de-
scribed so far, make it difficult to understand and con-
trol the global behaviour of the system or a group of
systems. Still, there is a need for a coherent global be-
haviour. Some (non-)functional requirements that have
to be solved by computer systems are so complex that
a single entity can not provide it. We need systems
consisting out of multiple entities which are relatively
simple and where the global behaviour of that system
provides the functionality for the complex task.

This need is also present in traditional object-oriented
systems but in that case the presence of a single flow
of control makes it possible to have global execution
control and thus control the global behaviour of that
system. When the entities are more than objects, i.e.
they become autonomous, that flow of control stays
local in each entity and thus a global execution control
is not feasible.

3.2. Why using Emergence and Multi-Agent Sys-
tems?

Now that we have given a number of characteristics of
distributed autonomic computing systems, we state in this
section that engineering such systems based on emergence
in multi-agent systems and exploiting the advantages of
emergent behaviour is a promising approach to handle the
complexity of those autonomic computing systems and this
complexity will only increase in the future.

Matching Characteristics. First of all, there are a num-
ber of characteristics of emergence and distributed auto-
nomic computing systems that match. To be able to focus
on emergence we need distributed control and interacting
parts. Both are intrinsic characteristics of distributed auto-
nomic computing systems. Emergence is dynamical in the
sense that emergents arise over time and dynamics at the



micro-level are needed to maintain the emergents. The in-
creasing dynamics of distributed autonomic computing sys-
tems support this and emergence itself makes it possible
to cope with the dynamics that occurs in those autonomic
computing systems. The latter is made clear below. The
presence of intrinsicdistribution, interacting partsanddy-
namicsare basic ingredients for exploiting emergence.

Secondly, emergents are relatively insensitive to perturb-
ations or errors. They are veryrobust and flexible. This
flexibility supports the dynamical characteristic of the sys-
tems we consider. The environmental dynamics, structural
dynamics and rapidly changing requirements and the un-
certainty accompanying it require that the behaviour of the
system is robust and flexible.

In engineering distributed autonomic systems we want
a coherent global behaviour. Coherence is a characteristic
of emergence. Thus, engineering the global behaviour as
emergent implies coherence.

Advantages.Using emergence has a number of advant-
ages. The radical novelty and micro-macro effect of emer-
gence implies that not one entity has to be aware of that
global behaviour. This means that no global and central
planning of the global behaviour is necessary.

Because the global behaviour is not present in each en-
tity, such an entity can be kept as simple as possible. Even
in a system containing only very simple rule-based entities
a complex emergent behaviour can arise. This simplicity
favours engineers that have to build such systems. To man-
age a single entity becomes easy. However, managing the
macro-level is not that easy (see section 4).

An entity is not a single point of failure. This again,
refers to the advantageous characteristic of emergence,
namely robustness and flexibility of the system. Failure
only manifests itself in graceful degradation.

Emergent behaviour is not only a coherent global beha-
viour that persists over time and maintains some identity
over time. Because of the dynamics at the micro-level, a
system based on emergence is also very flexible and adapt-
ive in adjusting its behaviour.

Why do we need emergence?The greatest difficulty in
engineering distributed autonomic systems is to get a co-
herent global behaviour as mentioned above. If we want
such a coherent global behaviour in more and more distrib-
uted, situated and autonomous systems, we can build this
global behaviour as an emergent property of the system.
Coherence is a characteristic of emergence. If we would
not use emergence to handle this at least one entity in the
system must have a model of the wanted global behaviour
and coordinate the whole system. This implies central con-
trol in the worst case scenario and is not feasible in increas-
ingly complex systems where the number of entities that act
autonomously in the system is very large. The characterist-
ics of locality in control, interaction and information contra-

dict with this approach and supports emergence where not
one entity needs global information, control or interaction.

What to do when engineering emergence?An es-
sential characteristic of emergence, that is not necessarily
present in distributed autonomic computing systems, is non-
linearity. We must incorporate nonlinearity in engineering
emergent autonomic computing systems by using nonlinear
mechanisms that result in the wanted behaviour.

Multi-agent systems as technology.When we com-
bine the characteristic of autonomy with the increased dis-
tribution, situatedness, and locality of control and interac-
tion, building a completely autonomic system can only be
done when the entities inside that system also incorporate
autonomy as one of their characteristics. Multi-agent sys-
tems play an important role as a flexible technology that
envisions to build systems consisting out of a number of
autonomous entities, called agents.

Conclusion. In conclusion, we can state that getting
the problem solving power from emergent phenomena in
multi-agent systems supports the needs and challenges we
will face when engineering distributed autonomic comput-
ing systems.

4. Difficulties of Emergence

The idea of emergence is clear but building systems that
exhibit the emergent behaviour that matches the require-
ments has a number of difficulties:

• Emergence is a non-linear phenomenon and the lack
of experience in using nonlinearity in engineering sys-
tems today means that using emergence can not rely
on a structured methodology to use.

• Individual entities must cope with a lot of uncertainty
such as not knowing which other entities it will inter-
act with, unanticipated dynamics of the environment in
which they live, and incomplete data and knowledge
in general due to the increased locality. This uncer-
tainty makes it difficult to build individual entities so
that they can react or not react to a certain dynamic in
a way that preserves the required global behaviour.

• Often emergence is only seen if the amount of entit-
ies in the system is large enough. If ‘large enough’
refers to a huge number so that the performance and
efficiency of the system degrades enormously due to
a combinatorial explosion of states, using emergence
becomes problematic. But, maybe using the right non-
linear mechanisms limits the entities needed.

• When building a system we have an idea about what
the global behaviour should be. How can we decom-
pose that behaviour and make sure we give the entit-
ies the correct behaviour so that the resulting global



behaviour matches the requirements? There are no
guidelines to help with this yet.

It is obvious that the main problem here is the current lack of
understanding and insights about the process of emergence
and the mechanisms that allow such behaviour to arise. In
the next section we argue that it is important to have funda-
mental scientific methods to gain those insights.

5. Chaotic Time Series Analysis as a Funda-
mental Scientific Method

If we want to exploit emergence as a general architec-
ture to engineer autonomic computing systems we must first
gain a profound understanding into the dynamics of mech-
anisms that result in emergence. If we do not have this un-
derstanding, building distributed autonomic computing sys-
tems based on emergence would be stuck in a mere trial-
and-error technique. To gain those insights there is a need
for fundamental scientific methods that allow to analyse the
behaviour of emergent systems. When we have certain in-
sights into the process of emergence, the next step is to ap-
ply this when engineering autonomic systems.

We propose chaotic time series analysis as one such pos-
sible scientific method that can also be used to analyse auto-
nomic computing systems in general[3]. The first part of
this section describes what chaotic time series analysis is
and offers. The second part discusses how we can use
chaotic time series analysis to better understand emergence.
In the last part of this section we describe what we can do
with those insights to engineer self-X behaviour in distrib-
uted autonomic computing systems.

5.1. What is Chaotic Time Series Analysis?

Analysing the dynamics of systems enables to make pre-
dictions about the global behaviour, and gather insights into
the effects of certain parts or even a single variable on the
global behaviour of the system. Today we often make use
of simple measures (e.g. averages over time) to characterise
the behaviour of a system. Although useful characterisa-
tions for static systems, they are less helpful if the system is
nonlinear and constantly subjected to change [23]. We need
more advanced analysis techniques.

A lot of tools and techniques are available from chaos
theory that was developed to describe nonlinear behaviour.
To analyse the dynamics of today’s complex systems and
emergence, chaos theory offers [22]: a conceptual frame-
work with which dynamical behaviour can be character-
ised, experimental techniques that can estimate these char-
acteristics from time series of state variables in an observed
system, and a good framework to explain principles of the
(emergent) behaviour. In this section we first give a small

introduction into the concepts of chaos theory, followed by
an overview of some analysis techniques.

5.1.1 Concepts of Chaos Theory

Important concepts in chaos theory are the system state
space, the trajectory and the attractor. Thestate spaceof
a dynamical system is a collection of time-dependent vari-
ables that capture the behaviour of the system over time.
The concept of atrajectory refers to the system’s traject-
ory through state space, i.e. the successive values of state
variables viewed as coordinates in state space. In many
dynamical systems, the trajectory eventually enters a sub-
space which it never leaves. This subspace exerts an at-
tractive force that draws the system into it, a so-calledat-
tractor. Several disjoint attractors can be present in a sys-
tem with each its set of initial conditions from which tra-
jectories enter a given attractor, called that attractor’sbasin
of attraction. [17] gives a short introduction into these con-
cepts.

5.1.2 Analysis with Chaos Theory

The next step is knowing how to apply chaos theory. The
techniques we address here are chaotic, nonlinear time
series analysis techniques. This includes two parts: we need
to identify the data we can measure and we need to ana-
lyse/interpret that data.

What Data to Measure? First of all we have to gather
data from the system. The challenge here is to select the
right data from the abundance of information that is avail-
able. To be able to do this we need some idea of what differ-
ent kinds of measurements can tell us about the behaviour.
Until now, there is no systematic approach to get to know
this and exploration of possible measures is the only way to
learn what sorts of information will be most valuable.

The most useful data is time dependent data because be-
havioural dynamics is always considered as evolving over
time. This results in time series that can be analysed. For
example, in a transport module of a factory you can meas-
ure the evolution of the transit times between two sensors to
detect congestion patterns. These patterns may not be detec-
ted in inter-arrival times at a single sensor [23, 24]. Another
example is found in [20]. In analysing the dynamics of a
supply chain you can measure the evolution of the amount
of orders placed at a certain factory or site in the chain. The
inventory evolution is also useful.

These are all very application specific results and fu-
ture exploration may lead to the discovery of some general
guidelines to choose the right values.

How to Interpret the Data? After gathering the data
we can analyse it. Chaos theory offers a number of analysis



techniques of which we give a few:

• Trajectories in state space can be used to find the at-
tractors. Different types of dynamics lead to differ-
ent attractor geometries, including point attractors (for
systems that converge to a static state), limit cycles
(for systems with periodic behaviour), and fractal
structures (‘strange attractors’, characteristic of form-
ally chaotic systems). In [17] a comparison is made
between these kind of attractors and classes of systems.
A divergent trajectory or no attractor corresponds to
a system out of control. A point attractor is related
to a goal oriented system. A limit cycle and strange
attractor involve going concerns, a system that has to
maintain a certain goal behaviour.

• System attractors (if sufficiently low dimension) can
be reconstructed with time-delay plots (provided that
the available data is sufficiently rich and accurate). In
these plots each value in a time series is plotted on the
y-axis against a previous value on the x-axis. These
time-delay plots can be used to find distinguishing pat-
terns of behaviour and this has been done in manufac-
turing [23, 24] and supply chains [20, 19, 21].

• Computing Lyapunov exponents of attractors can be
done from time series. These exponents quantify both
the strength of attraction exerted by the attractor on
nearby points in the state space and the degree to which
neighbouring points within the attractor diverge from
one another (degree of chaotic behaviour). The Lya-
punov exponent can thus be a stability measure for the
system [13]. The exponent is for example used in [14]
to find out how chaotic the behaviour of a robotic sys-
tem is. Different control algorithms for the robot can
then be compared based on this measure of chaotic be-
haviour.

• A recurrence plot is a two-dimensional representation
technique that brings out deterministic dependencies
among successive elements in a time series. They can
for example instantly make it apparent whether a sys-
tem is periodic or chaotic.

In controlling nonlinear behaviour, it is important to
find tools to identify those sensitive regions where the
state of the system is extremely vulnerable to external
perturbations. A recurrence plot is a visualisation tool
that provides a good global estimate of the distribution
of these sensitive parameters. It allows to anticipate in
which states of the system it might be very sensitive
to small fluctuations and in which domains it is relat-
ively robust and insensitive and also where attempts to
control the system would be most promising[12].

But again, we need to learn which techniques are most ap-
propriate. Applying these methods to characterise systems

in terms of its formal dynamics is not enough. Besides
knowing that the system has an attractor of a certain shape
or dimensionality we also need to correlate particular dy-
namical patterns with domain-specific behaviour. This can
allow us to find out where there are problems or opportun-
ities to control the behaviour of that system. The mapping
on classes of systems in [17], described above, is a first step
in that direction, but making more domain-specific and de-
tailed interpretations needs to be done.

A first example of such a interpretation is found in [21]
for supply chains: after some time, sites further in the sup-
ply chain are more likely to follow a large order with an-
other large one, and a small order with another small one.
In other words, their orders have become correlated in time.
This was found from interpreting a stretched pattern around
the x=y line in time-delay plots for order time series.

A second example is found in [23]. Through analysis of
transit times with time-delay plots they find the following
patterns: squares correspond to line stoppages, imperfect
squares correspond to interacting stoppages, a distinct diag-
onal band in which transit times vary in small steps corres-
ponds to dynamic congestion.

5.2. Analysing Emergence with Chaos Theory

Now we can look at how we can apply chaos theory to
the process of emergence in order to understand its dynam-
ics. First we argue why chaos theory and especially chaotic
time series analysis is a promising approach. In the second
part we give some ideas on how we can apply the analysis
methods to emergence.

5.2.1 Why Chaos Theory for Emergence?

Because emergence is a nonlinear process and chaos theory
focuses on this, using chaos theory is a relevant approach.
But understanding the dynamics of complex emergent sys-
tems by reasoning analytically from the detailed internal
structure of the system is not feasible. Analytic solutions
are unavailable for systems beyond even a very modest level
of complexity. The alternative approach is to study systems
that are executing and to attempt to generalise from their
behaviour. And that is why chaotic time series analysis is a
promising approach to apply chaos theory to emergent auto-
nomic computing systems.

Using chaos theory as a conceptual framework means
that the development of chaos theory in a specific problem
domain such as engineering emergent systems can provide
a new vocabulary for understanding what happens in that
system and new technologies to manage and control those
systems. For example, in [11] this is done for the domain of
manufacturing systems.



5.2.2 How to Apply Chaos Theory to Emergence?

In this section we give some ideas that exemplify how ap-
plying chaotic time series analysis to emergence can give
insights.

Chaos theory allows us to characterise the type of at-
tractor of emergence. A behaviour that maintains a cer-
tain goal corresponds to a limit cycle or strange attractor
type. Verifying the latter could give us the understanding
that emergence, which is a goal maintaining behaviour, cor-
responds to a limit cycle or strange attractor.

In the same way, for example, we could use the Lya-
punov exponent to actually measure the difference between
the micro-level behaviour and the macro-level behaviour.
For example, [18] indicates that the micro-level behaviour is
less stable (less order) than the macro-level behaviour (more
order). This should result in a larger Lyapunov exponent for
the micro-level than for the macro-level. A larger exponent
indicates a larger degree of divergence and thus a less stable
behaviour.

As a last example, using recurrence plots to identify
those regions in state space where the emergent behaviour is
most sensitive to external perturbations can allow us to un-
derstand when and where we can try to control emergence.

5.3. Engineering Distributed Autonomic Comput-
ing Systems

After gaining insights from analysis we must control dis-
tributed autonomic computing systems to get the wanted
emergent behaviour. A large majority of control applica-
tions implemented today fall into the category of centralised
control. Of course, this is not feasible for the autonomic
systems that are highly distributed. To be successful, the
structure of the system has to be exploited: locality of con-
trol, interaction, distribution, ... . Emergence exploits this
structure and gives additional advantages.

The results of the analysis done with chaos theory are
exploited to control the system. Understanding emergence
allows to control the system more effectively and efficiently.
It can give us engineering principles to guide implement-
ations for optimal control and to achieve the wanted be-
haviour. Many dynamical systems exhibit different beha-
viours, depending on the values of certain critical paramet-
ers. It can be expected that the analysis shows which para-
meters and influence points are critical for a specific system
and when they exhibit which emergent behaviour. Once we
know the critical parameter to influence we must find out
with which control mechanism we can influence that para-
meter.

In [20] this is applied to supply chain management and
the authors show that the consumer can exert control on the
global behaviour of the supply chain through the line of or-
ders it issues. The magnitude of these orders can determine

to which point attractor or limit cycle the system is drawn,
i.e. which global behaviour the system exhibits.

To control emergent behaviour (i.e. maintaining a certain
behaviour), entities of a system can influence that global be-
haviour by manipulating simple, but critical parameters in
their local environment. Thus,local actionscan influence
the global behaviour in a dramatic way and results from
chaotic time series analysis are needed to know where and
which local actions are useful. For example, in [24] undesir-
able emergent behaviour is damped out by using micro-
controllers, acting as agents, that monitor their environment
and take local action.

Local actions and the insights from recurrence plot ana-
lysis on sensitive regions can be used together to control the
emergence. In autonomic systems this control can then be
done autonomously by letting the entity in the system re-
act with the right local action when the sensitive region is
detected.

Also thestabilisationof the emergent behaviour is a con-
trol that can be enforced. We mentioned the Lyapunov ex-
ponent as a measure for stability. It has already been used
to control the stability of robotic behaviour[14]. Other ex-
amples that control stability are [7] and [9]. Here, more
diversity in the units that compose the system leads to more
stability. This diversity emerged out of a homogeneous
group by rewarding agents according to their actual per-
formance and this leads to elimination of chaos.

The idea to measure the stability of the micro and macro
level separately can confirm that less order at the micro level
can give more order at the macro level. This insight can be
exploited in engineering emergence because then we know
that putting too much order in the behaviours of the indi-
vidual entities is not such a good idea to get ordered emer-
gent behaviour.

6. Conclusion

This paper shows that there are signs of a promising fu-
ture for emergence as a general architecture for distributed
autonomic computing systems. To summarise this we can
state three things.

First of all, computing systems are becoming more and
more complexbecause of increasing distribution, intercon-
nection, situatedness, openness and dynamics. Next to this
increasing complexity, in the autonomic computing per-
spective, systems will become more and more autonomous
in handling that complexity. This makes it hard to build
such systems with a coherent global behaviour.

Secondly, using the novel paradigm ofemergence in
multi-agent systems as a general architecturefor the indi-
vidual components and the distributed autonomic comput-
ing system as a whole opens possibilities to exploit these



complexity increasing characteristics and reach a global co-
herent behaviour.

Thirdly, because of current difficulties with using emer-
gence, we must understand how it works and how we can
exploit its characteristics in engineering such systems. This
implies aneed for fundamental scientific methods to gain
insightsand eventually control tomorrows emergent auto-
nomic computing systems. Chaotic time series analysis was
given as a promising candidate to achieve this.

Future work will include studying and using chaotic
time series analysis and other fundamental analysis tech-
niques to analyse emergent systems and extract insights and
guidelines to engineer such systems. Based on these in-
sights and guidelines a case study can be developed that
exemplifies the use of emergence in distributed autonomic
computing.
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