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Internet Archives home  

http://www.archive.org
Internet Archives w. search interface

http://www.archive.org/web/web.php
______________________________________________________

The Internet Archive is a 501(c)(3) public nonprofit that was founded to build an ‘Internet library,’ with the purpose of offering permanent access for researchers, historians, and scholars to historical collections that exist in digital format. Founded in 1996 and located in the Presidio of San Francisco, the Archive has been receiving data donations from Alexa Internet and others. In late 1999, the organization started to grow to build more well-rounded collections.
http://www.archive.org/about/about.php
What:

The Internet Archive is working to prevent the Internet — a new medium with major historical significance — and other "born-digital" materials from disappearing into the past. Collaborating with institutions including the Library of Congress and the Smithsonian, we are working to preserve a record for generations to come
Open and free access to literature and other writings has long been considered essential to education and to the maintenance of an open society. Public and philanthropic enterprises have supported it through the ages.

The Internet Archive is opening its collections to researchers, historians, and scholars. The Archive has no vested interest in the discoveries of the users of its collections, nor is it a grant-making organization.

Motivation:

"The Internet Archive is a service so essential that its founding is bound to be looked back on with the fondness and respect that people now have for the public libraries seeded by Andrew Carnegie a century ago.... Digitized information, especially on the Internet, has such rapid turnover these days that total loss is the norm. Civilization is developing severe amnesia as a result; indeed it may have become too amnesiac already to notice the problem properly. The Internet Archive is the beginning of a cure — the beginning of complete, detailed, accessible, searchable memory for society, and not just scholars this time, but everyone."

—Stewart Brand, president, The Long Now Foundation
· Preserving a countries cultural heritage

· Tracing the way our language changes

· Tracking the Web’s evolution 

· Reviving dead links – instead of being stopped w. a  “404 Not Found”

· Understanding the economy – how web affects commerce

· Finding out about ourselves – a research tool

· A window to the past
Features:

Recovery

Site Backup email:  ProfessorJay http://www.archive.org/iathreads/post-view.php?id=11903 

Searching:  (see later section on Recall)

UNIX research tools  http://www.archive.org/web/researcher/intended_users.php
Wayback Machine
Cool Examples:  

Classis Web Sites :  http://web.archive.org/collections/pioneers.html
Nelson's Web Site:  http://web.archive.org/web/*/http://www.cs.odu.edu/~mln
Scale/Impact:

· National Library of Australia:  In its own web crawling efforts, suggests if you can’t find the (Australian) page you’re looking for in their collected set, to search the Internet Archives

http://pandora.nla.gov.au/activities.html#internetarchive
· Covering politics:  “remembering what politicians said”
GigaBlast Uses it
What about when NASA cuts public links?
http://www.gigablast.com/search?&q=Michael+L.+Nelson&nrt=100
The Ugly Prediction of the Future:
http://www.webarchivist.org/projects.html
(Click on The Future of Digital Libraries)
Internet Archive Wayback Machine- from:  http://web.archive.org/collections/sep11.html
The Internet Archive Wayback Machine is a service created by Alexa to enable people to surf an ongoing archive of the web.

Who was involved in the creation of the Internet Archive Wayback Machine?
"The original idea for the Internet Archive Wayback Machine began in 1996, when the Internet Archive first began archiving the web. Now, five years later, with over 100 terabytes and a dozen web crawls completed, the Internet Archive has made the Internet Archive Wayback Machine available to the public. The Internet Archive has relied on donations of web crawls, technology, and expertise from Alexa Internet and others. The Internet Archive Wayback Machine is owned and operated by the Internet Archive." 

What is it preserving?

(besides the WWW)

Video Game Preservation:

In 2003 the Internet Archive, as part of research into vintage software archiving, discovered possible archiving issues involving the Digital Millennium Copyright Act. This could make it impossible to legally archive early computer software and games, even for accredited institutions wishing to store limited amounts of non-distributable, archival images.

http://www.archive.org/about/dmca.php
******************************************************************

Got Copyright Office to amend Digital Millennium Copyright Act (DMCA) (3-year period) 

“… Providing that persons making non-infringing uses of (computer programs and video games distributed in formats that have become obsolete and which require the original media or hardware as a condition of access) will not be subject to the prohibition against circumventing access controls during the next three years” 

– Librarian of Congress, October 2003.

               http://www.copyright.gov/1201/docs/librarian_statement_01.html

******************************************************************
Movie Archive:

http://www.archive.org/movies/movies.php#contributors
Popular Film:  “Duck and Cover”

Popular categories: (mostly sex related)

Live Music Archive:

http://www.archive.org/audio/etree.php
List of Bands

http://www.archive.org/audio/etreelisting-browse.php
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What it can’t collect
· Web pages that require a password

· Pages w. robots.txt files

· Chat systems

· Private emails
Collaborations:

· Library of Congress -911

· Smithsonian – Presidential Election Web Site exhibit

· National Archives of the United Kingdom
_______________________________________________

Specs:

Mirrored by Library of Alexandria in Egypt: http://archive.bibalex.org, the Internet archive at the New Library of Alexandria, Egypt, mirrors the Wayback Machine. Try your search there when you have trouble connecting to the Wayback servers
Storage
Storing the Archive’s collections involves parsing, indexing, and physically encoding the data. With the Internet collections growing at exponential rates, this task poses an ongoing challenge.

Our hardware consists of PCs with clusters of IDE hard drives. Data is stored on DLT tape and hard drives in various appropriate formats, depending on the collection. Web data is received and stored in archive format — 100-megabyte ARC files made up of many individual files. Alexa Internet (currently the source of all crawls in our collections) is proposing ARC as a standard for archiving Internet objects. See Alexa for the format specification.

More info on the hardware: http://www.archive.org/web/researcher/data_available.php
Preservation
Preservation is the ongoing task of permanently protecting stored resources from damage or destruction. The main issues are guarding against the consequences of accidents and data degradation and maintaining the accessibility of data as formats become obsolete.

Accidents: Any medium or site used to store data is potentially vulnerable to accidents and natural disasters. Maintaining copies of the Archive’s collections at multiple sites can help alleviate this risk. Part of the collection is already handled this way, and we are proceeding as quickly as possible to do the same with the rest.

Migration: Over time, storage media can degrade to a point where the data becomes permanently irretrievable. Although DLT tape is rated to last 30 years, the industry rule of thumb is to migrate data every 10 years. Given developments in computer hardware, we will likely migrate more often than that.

Data formats: As advances are made in software applications, many data formats become obsolete. We will be collecting software and emulators that will aid future researchers, historians, and scholars in their research.

Hardware:

1000 node supercomputer that stores a petabyte of cultural materials and provides one gigabit/sec of Internet services

How was the Wayback Machine made?
Over 300 terabytes of data are stored on several dozen modified servers. Alexa Internet, in cooperation with the Internet Archive, has designed a three dimensional index that allows browsing of web documents over multiple time periods, and turned this unique feature into the Wayback Machine. 

How large is the Archive?
The Internet Archive Wayback Machine contains over 300 terabytes of data and is currently growing at a rate of 12 terabytes per month. This eclipses the amount of text contained in the world's largest libraries, including the Library of Congress. If you tried to place the entire contents of the archive onto floppy disks (we don't recommend this!) and laid them end to end, it would stretch from New York, past Los Angeles, and halfway to Hawaii. 

What type of machinery is used in this Internet Archive?
The Internet Archive is stored on hundreds of slightly modified x86 servers. The computers run on the Linux operating system. Each computer has 512Mb of memory and can hold just over 1 Terabyte of data on ATA disks.
http://www.archive.org/web/hardware.php
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OAI-PMH Implementation

http://www.dlib.org/dlib/april03/04inbrief.html#AIZEN
Base URL:  http://www.archive.org/services/oai.php?

e.g.

http://www.archive.org/services/oai.php?verb=ListIdentifiers&resumptionToken=9269-9270
e.g. Grateful Dead Example 1974 Concert
http://www.archive.org/services/oai.php?verb=GetRecord&metadataPrefix=oai_dc&identifier=oai%3Aarchive.org%3Aaudio%2F10
Cool Stuff:

How can I get my site included in the Archive?
Alexa Internet has been crawling the web since 1996, which has resulted in a massive archive. If you have a web site, and you would like to ensure that it is saved for posterity in the Internet Archive, and you've searched Wayback and found no results, you can visit the Alexa's "Webmasters" page at http://pages.alexa.com/help/webmasters/index.html#crawl_site. 

Method 2: if you have the Alexa tool bar installed, just visit a site.

Method 3: while visiting a site, use the 'show related links' in Internet Explorer, which uses the Alexa service. 

Sites are usually crawled within 24 hours and no more then 48. Crawled sites will be added to Wayback in about 6 months. 

Searching:

1. Recall:  Full text searching (11 billion pages in Archive Processed)

http://www.archive.org/web/web.php
· Searching: Recall searches the text of the HTML pages at the Internet Archive. To use its search capabilities, simply enter the words for the query separated by spaces - and either hit return or click on the button. Recall attempts to make the input into meaningful phrases, so it will default to finding pages about "Anna Patterson" if you enter the two words Anna Patterson into the search box.

· Personalized Searching: If you are using the personalized version and it does not seem to be working properly, you must enable cookies. If you have cookies enabled and are still having difficulties e-mail Anna with your browser type.

· Time-based Searching: Recall has time-based modifiers to the right of the search box. The default is to search the entire archive, however you can set the time modifiers for any time frame that the archive contains. Most search engines replace old pages with more recent pages. The archive wants to keep all data alive and therefore has many copies of a page as it changes over time. 

· Time-based Relevancy: The panel below the search window shows the main topics covering the search and how these topics have changed in relevancy over time. 

· Time-based Results: At the right is a graph showing how many pages there are pertaining to the search term at any given time point so that you can see how a topic grows and dwindles over time.

· Ranking: The search results appear in the panel below the search box. To get these results we use content-based ranking. Since we know what the page is about, we use the content measure of the page to determine its worth rather than the now standard popularity measure. 
· Categories and Topics: The panel to the right of the result section contains the topics that cover the results of the search. These topics help steer the searcher towards narrower results. To use this feature, simply click on an item in one of the menus. For example if you search for Postpartum Depression there is a category concerning Drugs one might take and another concerning topics related to Postpartum Psychosis.
Terry analysis of Recall:  

1. Beta is crude, seems like no thesaurus; search of Digital Library Old Dominion University not same as Digital Libraries Old Dominion University

2. It doesn’t matter too much.  Searching may be improved in time.

3. Sadly, current ranking is content, not popularity based.  Heck, both would be nice.
Alexa – an Amazon.com company????

What is the relationship between Alexa and Internet Archives?

Both are located in Presidio of San Francisco

Internet Archives is non-profit part of Brewster’s businesses
http://pages.alexa.com/prod_serv/alexa_crawl.html
The Alexa crawl gives you the ability to tap the world's largest crawl index. 
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Massive Archive. 
Spanning seven years, filling over 500 Terabytes of online storage and expanding at a rate of 30 Terabytes per month, the Alexa archive represents the largest collection of Web information in the world today. 
Largest bi-Monthly Crawl
Compare Alexa with the largest search indexes and you'll see, Alexa is the largest -- over 3.5 billion unique URLs, 3 billion unique pages, all updated every 60 days. All this can be yours. 

Powerful Tools. 
To explore information that is ten times the size of the Library of Congress, Alexa has developed a proprietary operating system and a powerful set of data mining tools that leverage excess process capacity on hundreds of parallel computers. 
Specialized Collections
Specialized collections of web data may be developed on request and, on a subscription basis, updated up to several times per day. Collections can be used as a one-off research-oriented collection or as a continuous up-to-date collection for Archivists and Search Engines. 
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Entire Web - Hosted
Alexa's entire crawl of the web can be made available to you on a subscription basis with access to Alexa's specialized set of datamining tools. This product provides the maximum performance, access and update frequency.

Q: How large is the crawl?
A: Very, very large. The crawl is over 60 Terabytes in size, spanning over 3.5 billion unique URLs. This is larger than Google, and approximately 4 times larger than AltaVista’s published size.
 
Q: How often is the crawl updated?
A: The web-wide crawl takes approximately 2 months to complete. Special collections may be created on request and updated as often as needed.
Bummer about Internet Archives:

Not all links work 

Tested on Archived versions of their own page 

http://web.archive.org/web/*/http://www.archive.org/about/news.php
(try “Storage and Preservation”)
FUTURE ( ? )

Todo:

· Build TVarchive.org site using the tools of the archive.org site.

· Add Creative Commons attribution to details pages.

· Artist recommendation: (request submitted by user)

http://www.archive.org/todo.php
ID: 98
Requested: 
May 09 2003
Requested by: hamilton
Artist recommendation feature- recommendations could go under the band details area for each. If you like this artist, you may like x, y, z...

Rationale: As names increase, it gets harder for people to sift through to what they might like best. But lots of artists object to being pigeonholed into style boxes, so here's a softer idea for association.

How it could work: (1) for any OK'd artist, patrons could select from other OK'd artist(s) to set up a recommendation linkage. After any linkage is made, it would appear on the first one's band details page. (2) To keep these recommendation links useful and cut down on the "It's all good, dude" effect, allow people to cast a simple vote on a linkage someone has made, with buttons for "I agree" vs. "I disagree" on each. Then next to the recommendation, show a tally of how many other people agreed or disagreed with the linkage. Still other users can take that tally into account. (3) To prevent vote padding, maybe set it up to let through only 1 vote per specific linkage per individual patron ID.

Maybe some of this could work through a Recommendation Center page or something. I bet there is a pool of enough caring people around to have this work- assuming it's doable! 

Articles:

Brewster Kahle, "Preserving the Internet", Scientific American, 276(3):82--83 1997. 

http://www.hackvan.com/pub/stig/articles/trusted-systems/0397kahle.html

MINDJACK: Inside the Internet Archive; Nov 4, 2002


http://www.mindjack.com/feature/archive.html
